LangFIR: Discovering Sparse Language-Specific Features
from Monolingual Data for Language Steering % '
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The Filter Is Essential

Method Overview
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Causal: ablating the top-2 features raises cross-entropy (ACE) only for the target language (in color)

Top activations of SAE feature 3157 (Llama 3.1 8B, layer 18, Neuronpedia). English is the exception: its features are weak and ablating them barely matters, likely

It fires on dashes, quotes, and colons. because English is entangled with general concepts in English-centric LLMs. Number of language-specific features (top-K)

The top feature is enough to steer, and going from k=1to k=16
improves only slightly.

Experimental Setup Steering Results
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Metrics: ACC (translation accuracy), BLEU (translation quality),
ACC x BLEU (composite score); F1

Baselines: 5 parallel-data and 2 monolingual steering methods

On multilingual generation control, LangFIR is the best steering method on all 3 models using only
monolingual data. For cross-lingual answer generation (which has longer English contexts),
prompting keeps outputs in English, whereas steering succeeds, with LangFIR performing best.
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