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Why does this mechanism shift occur?
RoPE SWA NoPE

6 ?

Local RoPE struggles to form global 
positional understanding

SWA NoPE

Semantic mechanisms excel 
at finding content

But struggle to distinguish 
similar content
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665M parameter models


Trained for 100B tokens

Confining PE Drives the Shift

MECHANISM ALLOCATION
SWA NoPE shifts 

allocation 

compared to 

RoPE/SWA RoPE

0.26RoPE
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Model Ranking Reverses

MULTI-QUERY RETRIEVAL COMPETING KEYS RETRIEVAL

65.7 91.8RoPESWA NoPE

75.637.9SWA RoPE SWA RoPE

67.630.5 SWA NoPERoPE

Reversal is aligned with mechanism shift

Open-Weight Model Sweep PE Hybrids Are Consistently More Semantic

PE choice sha pes the mechanisms models use for in-context retrieval


These underlying mechanisms shape long-context retrieval performance


Actionable Interpretability: Understanding model internals enables intentional design

What does this tell us?

H ow does the data distribution 

shape mechanism allocation?


How do linear hybrids shape 

retrieval mechanisms?

Open Questions

Shifting Mechanisms: 
How Positional Encoding Choice Shapes In-Context Retrieval

Eric Enouen, Sainyam Galhotra


Cornell University


