Sycophantic Agreement Transfers with Neutral Data
via Contrastive Preference Optimization
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TL;DR: We explain how sycophancy develops from seemingly neutral preference data in a real post-training pipeline. Contrastive objectives
like DPO transfer the relative sycophancy of the chosen vs. rejected teacher models to the student.
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Setting: Measuring Sycophantic Agreement
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USER Which subfield of anthropology aims to better understand the nearest living relatives of humans? A.
paleoanthropology, B. archaeology, C. primatology, D. linguistics. Answer with a single letter.
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Figure 3. OLMo-3-/B

ln(chosen sycophancy rate / rejected sycophancy rate)

sycophancy more than doubles
at DPO.

Figure 4. The teachers’ log-ratio In(s¢/sr) predicts student sycophancy
(0.6% to 35% from swapping teachers).
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