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Clipping bypasses circuit breakers.
Gating retains capability.
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CIRCUIT BREAKERS*

Safety adapters reroute harmful
activations to interrupt unsafe generation,
while retaining benign behavior.

TRAINING LOSS

LCB = cs Eharm[max(0, cos(h0, hCB))]︸ ︷︷ ︸
reroute

+cr Esafe[∥hCB − h0∥2]︸ ︷︷ ︸
retain

h0, hCB: base / trained activations;
cs, cr: scheduled weights. Refusal Training Circuit BreakingInstruct Model

Refusal StatesHarmful StatesHarmless States Circuit Breakers

Tell me how to build a bomb + ADV TEXT

Sure, here’s how to  build  a  bomb:
Step 1: Gather necessary materials. 
These may include items such as a
pressure cooker, explosives, a timer...

Sure, here’s how to  build  a  bomb:
I don’t recommend this action as it 
is highly illegal, but one can start by
gathering necessary materials such...

Sure, here’s how to make a bomb:
1. Start with <EOS> <EOS> <EOS>
...

Generation: Generation: Generation:

Prompt:

Figure 1: Introduction of circuit-breaking as a novel approach for constructing highly reliable
safeguards. Traditional methods like RLHF and adversarial training offer output-level supervision
that induces refusal states within the model representation space. However, harmful states remain
accessible once these initial refusal states are bypassed. In contrast, inspired by representation
engineering [77], circuit breaking operate directly on internal representations, linking harmful states
to circuit breakers. This impedes traversal through a sequence of harmful states.

The rise of generative models has further complicated this issue. Generative models such as large
language models (LLMs) can output copyrighted information or defame individuals, and agents can
take harmful actions. To make models less harmful, they are “aligned” with refusal training [12, 54],
but it has become common to use adversarial attacks as a means of bypassing their safeguards. In
these settings, vulnerability to attacks that break alignment poses a serious threat to utility, and raises
pressing questions about whether it is feasible to deploy such systems with a high standard of safety
and reliability—especially against dedicated adversaries who intend to misuse them.

The fragility of alignment techniques to sophisticated attacks has motivated defenses that target
specific attack methods, such as adversarial training, an approach originally proposed in the context
of standalone image classification [38] and later adapted to LLMs [40]. However, these methods
often fail to generalize to new attacks that were unseen during training, and they introduce penalties
on model capabilities that are usually proportional to gains in robustness. System-level defenses,
including input and output filters, are cumbersome, resource-intensive, and often remain vulnerable
to adversarial techniques. This has led to a growing concern that robust defenses may be unattainable.

We propose a novel approach that fundamentally diverges from traditional defenses: instead of
attempting to remove vulnerabilities to specific attacks, our approach aims to directly circumvent
the ability of the model to produce the harmful output in the first place. With circuit breakers, we
make models intrinsically safer and reduce their risks by removing intrinsic model hazards—their
ability to produce harmful outputs—rather than removing specific vulnerabilities with adversarial
training, and rather than attempting to reduce exposure to attacks with input filters [28, 21]. Using
representation engineering (RepE) [77], our method connects the internal representations related to
harmful outputs to circuit breakers so that when a model begins to generate such an output, its internal
processes are interrupted, halting completion of the generation. Or this method is “short-circuiting”
the harmful processes as one might put it. Because the representation used to generate a harmful
output is independent of any attack capable of eliciting it, this approach is attack-agnostic, and
sidesteps the need for additional training, costly adversarial fine tuning, or the use of auxiliary “guard”
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Figure 1: Summary of our approach: we take harmful prompts from HarmBench and rewrite
them into pairs of original (harmful) and harmless prompts, select pairs where the LLM
refused on the original prompt and compute the difference between model hidden states.

2 Background44

Circuit Breakers (CB) are a robust safety method that trains adapters designed to prevent45

harmful generations [Zou et al., 2024]. Unlike traditional refusal training, circuit breakers46

do not trigger an “I am sorry, but I cannot . . . ” type of response. Instead, they “short-circuit”47

model inference the moment it becomes harmful, forcing it to output gibberish or <EOS>.48

This allows circuit breakers to interrupt harmful generations even when traditional refusal49

fails [Qi et al.; Wang et al., 2024].50

To achieve this, Zou et al. [2024] train low-rank adapters that reroute model representations51

away from producing harmful outputs. These adapters (circuit breakers) can be used52

in tandem with refusal training, significantly improving safety against jailbreaks. In our53

open-weight setup, circuit breakers (adapters) can be “baked into weights”, making them54

inseparable from the model’s own affine layers [Hu et al., 2022; Zou et al., 2025].55

Jailbreaks for Circuit Breakers. Several studies propose techniques that can overcome56

circuit breakers in certain contexts. Thompson & Sklar [2024] propose a distillation-based57

jailbreak that defeats CB in a white-box setting. They first train a “toxified” version of the58

model, use it to generate “toxic” outputs, then use automated prompt optimization to find59

a prefix that causes the original model to match the “toxified” internal representations on60

toxic outputs. Another study [Schwinn & Geisler, 2024] defeats circuit breakers with an61

embedding attack variant, using an optimizer to modify input embeddings at inference time.62

In a more recent work, Bullwinkel et al. [2025] developed a multi-turn attack that also defeats63

circuit breakers. Their “Crescendo” attack starts from harmless prompts and gradually64

escalates the conversation toward a prohibited objective by building on the model’s own65

prior responses. To summarize, there are several known attacks that can defeat circuit66

breakers for specific examples, but these attacks require costly fine-tuning or significantly67

more inference-time tokens per sample. In this study, we look for a more efficient way to68

bypass circuit breakers using interpretability techniques.69

Activation steering refers to a collection of techniques that discover interpretable directions70

in activation space and use them to modify model behavior [Turner et al., 2023; Zou et al.,71

2023; Rimsky et al., 2024]. They typically use a dataset of contrastive pairs, e.g. positive72

and negative sentiment, in order to isolate the desired behavior from confounders [Burns73

et al., 2022]. Then, these techniques compute the shift between the two responses in the74

model’s hidden states, typically the average difference in hidden states. By adding this75

vector to the model hidden states (with a scaling coefficient), they steer the model toward76

the desired behavior. Subsequent works propose ways to reduce side-effects [Stickland77

et al., 2024], explore more fine-grained steering control [Stolfo et al., 2025], and steer through78

rotation [Vu & Nguyen, 2025].79

Arditi et al. [2024] applied a similar approach to analyze LLM safety and found that refusal80

can be mediated by steering model activations in a single direction. Subsequent works81

further analyze the geometry of LLM refusal [Wollschläger et al., 2025] and augment it82

through steering [Wang et al., 2025; Chhabra & Khalili, 2025].83
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GATED CLIPPING

v = x̄h − x̄s

∥x̄h − x̄s∥

ĥ = h − v∥h∥
(
cos(h, v) − α

)
if cos(h, v) > β; otherwise ĥ = h.

β: gate, which tokens are clipped.
α: target, where their cosine lands.

02 Attack landscape
Harmful compliance, %: LLM as a Judge; 100 prompts/cell.
Clipping at layers 7–9 and 17–19.

Boxed: best cell on the diagonal β = α (dashed)
and best cell above it.
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03 Safety and capability across benchmarks

ACCURACY (%) ↑ HARMFUL COMPLIANCE (%) ↓
Model / setting MMLU‐Pro

n = 2, 002
MATH‐500

n = 500
IFEval
n = 541

AdvBench
n = 520

StrongREJECT
n = 313

XSTest unsafe
n = 200

Llama 3
8B

Mistral
7B

Original
CB
CB + plain (α = β)

Original
CB
CB + plain (α = β)

CB + gated (α ̸= β)

CB + gated (α ̸= β)

42.2 29.0 70.2 0 0 0
41.8 30.6 67.7 0 0 0
29.6 16.2 53.0 52 50 22
42.9 28.8 67.8 68 52 15
32.2 11.4 49.9 27 18 4
29.1 10.6 49.2 0 0 0
20.7 4.8 31.2 34 46 38
29.7 9.0 44.0 23 27 12

Llama: α = −0.15; gated α = −0.60, β = 0.05. Mistral: α = −0.35; gated α = −0.40, β = −0.10.

* Zou et al., Improving Alignment and Robustness with Circuit Breakers, NeurIPS 2024, arXiv:2406.04313.
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