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Motivation
● Latent reasoning models reason in a continuous 

vector space, making them difficult to monitor and 
audit

● Goal: Investigate whether current LRMs can be 
interpreted using simple interpretability techniques, 
and whether their latent tokens are even necessary 
for performance

Latent reasoning tokens are often unnecessary 
for Model Performance
● We use early stopping to determine how many 

reasoning tokens are needed
● Previous work1,2 has argued LRMs search through 

multiple solutions paths in parallel

Latent reasoning models often encode expected 
reasoning traces
● We can find the expected reasoning trace in the 

vocabulary projections of latent tokens
● This suggests that latent reasoning models reason in 

similar ways to explicit reasoning models, instead of 
arriving at their answer in a completely 
uninterpretable way

Can we extract reasoning traces in latent tokens 
without supervision?
● LRMs have some consistency in their latent tokens 

structure
● By running multiple variants of the same problem with 

small perturbations, we find encoded steps in latent 
tokens

Q: Why do latent reasoning models show performance 
gains on graph search datasets?
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A: When controlling for training data, they perform as 
well as non-reasoning models

Relative performance of No-CoT and CoT to latent reasoning, when controlling for training data.
 Positive values indicate latent reasoning underperforms.

Takeaways
● Latent reasoning models (width-based) don't fully use 

their reasoning tokens. On graph reachability 
datasets, they don’t use any.

● When latent tokens are used, latent reasoning models 
often encode expected reasoning traces

● We can often extract these NL reasoning traces 
without supervision

Top-10 tokens from 
logit lens

Gold Reasoning Trace: 
1. 10 x 3 = 30
2. 5 x 8 = 40
3. 30 + 40 = 70

Interpretability as a signal of prediction 
correctness
● Extracting a CoT from the latent tokens updates the 

prior probability of correctness
● Passing 3 prompt perturbation tests increases the 

probability of correctness up to 52 percentage points


