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TL;DR: Hidden-state norms, variance grow by orders of magnitude with depth, a “curse of depth” treated as a pathology. We find it encodes an

emergent depth code in the norm weights , and make it explicit: LayerRoPE is like RoPE along depth, and it learns to amplify variance!

1 Norm weights encode depth
The RMSNorm weight  is the only learned per-layer gain on the

residual stream. In pre-trained LLMs, the MLP-block grows and

rotates with depth, jointly encoding the layer index.

99%
of ’s dimensions share one

depth trajectory; a sparse ~1%

of outliers carries the rotation.

Magnitude vs Depth LLaMA-2 7B · MLP-block norm
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Angular Shift vs Depth
We study 16 LLMs · 9 families · Pre/Peri/Post* · Dense/MoE

LLaMA-3 8B

Pre · dense

Mistral 7B

Pre · dense

GPT-OSS 20B

Pre · MoE

Phi-2 2.7B
Pre · parallel

Pythia 2.8B
Pre · parallel

OLMo 2 7B
Post* · dense

first layer last layer

Left: per-layer distribution of ; the mean and upper percentiles rise near-monotonically with depth. Right: MDS angle of each layer’s MLP-

norm , one ray per layer, reflected so the first layer points right.

2
LayerRoPE makes
Depth-encoding explicit

Analogous to RoPE, but along depth. Applied at read & write of

every Attention, MLP block. Shared  is rotated, scaled by the layer

index  to give each per-layer gain .

Gain

MAGNITUDE

ROTATION

One pair of the shared  illustrated across depth, rotated by  and scaled

by 

Fewer
Params

Per-layer gains  →
just  shared

params. −90K params

at 1.3B.

<0.02%
Δ FLOPs

Insignificant FLOP

increase. No

matmuls, computed

once per pass.

3
Amplifying Residual
Variance Helps ?

Prior methods damp the residual stream. LayerRoPE learns

to scale down reads and scale up writes.

Residual variance, 1.3B ribbon width & color ∝ variance

Each Attn / MLP block reads from the residual stream and writes back at ⊕.
LayerRoPE ends at 2,420, 4.2× Pre-Norm.

4 Better Compute Scaling
58M-1.3B Model Scaling Ladder. 4× Chinchilla budget (upto 107B tokens)

LayerRoPELayerRoPE α 0.139α 0.139 LNS 0.133 Peri-NormPeri-Norm 0.1290.129

Pre-Norm 0.117 × Post-Norm diverges
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58M 134M 250M 554M 1.3B

4.28 ↑ diverged

3.4× less compute
to reach Pre-Norm’s 1.3B loss

C4 Pre-Training. Carefully LR Tuned Baselines. Power-law fits with a shared .

LayerRoPE’s margin over Pre-Norm roughly doubles from 58M to 1.3B.

5 Depth Scaling to 512 layers
Scaling depth from 48 to 512 layers (Width 128 fixed, 18M–111M params),

Shared LR (Tuned LR Depth scaling also similarly better)

diverged
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LNS

Pre-Norm

DeepNet

LayerRoPE

Post-Norm

Mean of two seeds (upto 384 Layers); bars span both. 

6 Wider learning-rate basin
LayerRoPE reaches a lower optimum, stays nearly flat around it,

and trains stably at rates up to ~8× beyond its backbone failure LR

+ LayerRoPE+ LayerRoPE Pre-Norm tuned optimum

58M · 368M · 1.3B
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7 Downstream Performance

1.3B · 107B tokens 6.7B · 11.7B tokens

avg acc ↑ LAMBADA ppl ↓ val loss ↓ avg acc ↑

LayerRoPE 52.6 14.0 2.377 49.3

Peri-Norm 51.6 15.7 2.514 46.2

LNS 50.9 16.7 2.464 47.0

Pre-Norm 48.0 21.0 2.545 46.2

Zero-shot avg of 8 tasks · 6.7B at one shared, untuned LR · Post-Norm fails at 1.3B.

8 Vision Transformers & Looped Latent Models
Looped LMs · Parcae (Default) Parcae → Parcae + LayerRoPE · T = 8 loops

val ppl ↓ avg acc ↑

140M 18.66 → 18.36 33.0 → 34.9

370M 14.22 → 14.05 43.4 → 44.0

770M 12.49 → 12.09 50.1 → 50.6

ViTs · ImageNet-1k DeiT recipe · 300 epochs

top-1 ↑ top-5 ↑

ViT-T 72.21 → 73.08 91.26 → 91.62

ViT-S 79.80 → 80.38 94.89 → 95.26

ViT → ViT + LayerRoPE

Acknowledgements We thank the US National Science Foundation for supporting our research. This work was supported by NSF EFRI Award 2317706. We also thank Modal Labs

for their Academic Compute Grant ($2,000).

γ
143°

layer 0

8

16

24

31

Paper & code

LLaMA-2 7B, one ray per layer.

MDS projection of the MLP-norm

weights γ
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γ ​ =ℓ γ ⊙ ​c c(ℓ) ; γ ∈ Rd

c(ℓ, j) = ee ⋅rr((ℓℓ)) ee ii θθ((ℓℓ,,jj))

r(ℓ) = α +mag β log(ℓ +mag 1)

θ(ℓ, j) = exp(α +rot β log(ℓ +rot 1)) b ​0
−2j/d

ℓ = 0 ℓ = 3 ℓ = 7 ℓ = 15 ℓ = 31

γ θ(ℓ, j)
e r(ℓ)

2Ld
4d + 16

E = 1.81
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